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ABSTRACT

users take the central role in deﬁning the achievable end-toend security level of a network attach, service request, or
peer-to-peer communication.
It is well known that the Trusted Computing Bases (TCB),
i.e., the hardware and software basis that is critical for the
security of the system, has in contemporary devices grown
too large to be considered really secure. At the same time
many hardware platforms have added trusted execution environments to support secure boot and credential processing.
Technologies in this context include TPMs, PC processors
with DRTM, and mobile processors with, e.g., ARM TrustZone.
This paper explores application-level binding of credentials in the speciﬁc context of TPMs/MTMs and DRTM.
We present an architecture where each application running
on the platform potentially can get its own credential engine
(an MTM) for implementing application-speciﬁc secure storage, remote attestation, or even more complex services. The
MTM code is rooted in a standards-compliant way on the
platform, by mapping the MTM trust roots to a minimal
TCB, realised with the Flicker architecture. Due to DRTM
size constraints, the credential engine is split up into several
pieces and Trust Domains (TD) are introduced, secured by
TPM functionality.
The paper starts by presenting the used building blocks
and a problem statement in Section 2. Section 3 presents
the overall architecture in a piecemeal manner. An analysis of the achieved security, in the context of an attacker
model, is put forward in Section 4. Section 5 superﬁcially
describes our reference implementation. Section 6 describes
related work. The paper concludes with further work and
conclusions.

Contemporary trusted execution environments provide a
good foundation for implementing secure user credentials,
but these are not properly bound to the application instances
that implement their use. This paper introduces a framework for application-speciﬁc credentials and provides a prototype implementation using TCG MTM and DRTM technologies. Measurements and a security analysis is presented
for the realised architecture.

Categories and Subject Descriptors
D.4.6 [Software]: Operating Systems—Security and Protection; K.6.5 [Computing Milieux]: Management of Computing and Information Systems—Security and Protection

General Terms
Security

Keywords
DRTM, Flicker, MTM, credentials, secure hardware, trusted
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1.

INTRODUCTION

Today, most end-user devices are strongly personal. Laptops, mobile phones, and PDAs are rarely used by more
than one individual. At the same time, a typical user is required to hold and use a plethora of virtual credentials to
identify himself to networks and services. These passwords
and keys are mostly stored on the user’s device. This causes
a paradigm shift from an user-centric security model to a
vastly simpliﬁed process-centric one. In absence of multiple
users on the device, processes and applications rather than

2. TECHNICAL BACKGROUND
In this section, we provide the necessary technical background information, required to understand the security beneﬁts oﬀered by Flicker, the speciﬁc problem that we address
in this paper, and our solution for the stated problem.

∗the ﬁrst author’s work was done while being employed by
Aalto University, Helsinki, Finland, as part of a project
funded by Nokia

2.1 Trusted Platform Module
The cornerstone of TCG trusted computing is the Trusted
Platform Module (TPM), an opt-in hardware device, that is
deployed on the majority of today’s server and business class
platforms. The TPM is speciﬁed by the TCG (currently in
version 1.2 [28]) in order to implement security design goals
like the provision of secure storage or the attestation of the
platform status to remote parties.
Platform State Attestation: TPM maintains the plat-
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form’s state in the abstract form of aggregated integrity measurements stored in platform configuration registers (PCRs)
in the TPM. A PCR can not be simply overwritten with a
new value, but only be extended with a new measurement.
As a consequence, each PCR can hold an unlimited number
of measurements and the order of the extensions will aﬀect
the aggregate value. Based on the PCRs, the TPM can
quote the platform status to an external party. This attestation is a digital signature of the composite value of selected
PCRs and parameters guaranteeing protocol freshness. The
Attestation Identity Key (AIK) used for signing is dedicated
for only this use and has been certiﬁed by a certiﬁcation
authority.
Wrapped Keys and Sealed Storage: The purpose of
the sealing operation is to locally secure (encrypt, protect
integrity, bind) externally supplied data or locally stored,
private portions of other TPM keys (“wrapping”). The
wrapped keys logically form a hierarchy with the Storage
Root Key (SRK) as root. The private portion of the SRK
never leaves the TPM.
Of special interest for this paper is, that the sealed data
also contains information about the platform conﬁguration
at seal creation time DigestAtCreation (DaC) as well as a
TPM-chip speciﬁc value to guarantee the device binding.
Seals and wrapped keys require key-speciﬁc authentication
and can be optionally bound to certain platform conﬁgurations (DigestAtRealease (DaR)).
DRTM: The Dynamic Root of Trust for Measurements
(DRTM) in TPM v1.2 allows that the root of trust for the
PCR measurements can be, even repeatedly, initialised at
any point in time. The feature is enabled by a new CPU
instruction, which creates a hardware-secured execution environment that can be attested by means of a TPM.
Both Intel and AMD have introduced this new instruction
in CPUs available for commodity systems [11, 2]. The vendor implementations diﬀer slightly, and for the remainder of
this paper we focus on AMD platforms, but in principle the
results apply also to Intel platforms.
The new AMD CPU instruction, called SKINIT, takes as
its sole argument the physical memory location of a Secure Loader Block (SLB). That SLB must contain a standalone program image (max. 64kB), called Secure Loader
(SL), to be atomically executed in the secure environment.
SKINIT re-initialises the CPU such that execution of the
SL is hardware-isolated in a way that it is secured against
software-based attacks and also many hardware attacks [2].
The key step in the late-launch process is the measurement
of the SLB by the TPM. SKINIT is the only instruction or
computer event that creates the necessary bus cycles to trigger a dynamic reset of PCR17 to zero. Additionally, SKINIT
hands over a copy of the SLB to the TPM, which now extends the reset PCR17 with a hash of the SLB. No software
is able to reset the PCR17 to zero and its default value at
boot is −1. Thus, PCR17 is at this point unique for each
SLB identity. Implementations of the late-launch concept
are Kauer’s OSLO [13] and Intel’s tboot [10].

Flicker architecture is the minimisation of the mandatory
trusted computing base of the PAL.
The Flicker project declared the following goals for their
architecture: 1) Isolation of security-sensitive code from all
other software and devices; 2) protection that is provable to
a remote party; 3) meaningful attestation of exactly the code
executed, its inputs and outputs; and 4) to have a minimal
mandatory TCB for the security-sensitive code. Goals 1)
and 2) are inherently fulﬁlled through DRTM. In Flicker, the
initial mandatory software TCB consists of only 250 lines of
code, to which the programmer of a PAL adds only the necessary security-sensitive code of his program. This “bottomup approach to the challenge of managing TCB size” [18]
forms the basis for satisfying goals 3) and 4). The hardware
TCB includes the CPU, the RAM, the North Bridge, and
the TPM. Thus, the attestation of the executed SL contains
only meaningful, tractable information for a remote veriﬁer
to assess the trustworthiness of the PAL.
Architecturally, Flicker suspends the current execution environment (most likely the OS), executes the SKINIT instruction to set up the secure environment in which the PAL then
executes, and afterwards resumes the previous execution environment. A kernel module provides virtual ﬁle system
entries for the I/O communication between the application
and PAL. A core library, against which PALs are linked, is
responsible for setting up the secure environment and tearing it down. It is called SLB Core and forms the mandatory
part of the software TCB for PALs.
Before the PAL resumes the legacy execution environment,
it extends PCR17 with the hashes of its I/O parameters
and of a well-known value. It thus provides the means to
verify the parameters’ integrity via remote attestation and to
distinguish between measurements taken during the Flicker
session and afterwards. It further prevents software in the
legacy environment from unsealing data sealed speciﬁcally
for PALs.

2.2 Flicker

3. ARCHITECTURE

The Flicker architecture by Jonathan McCune et. al. [18]
executes a small, security-sensitive part of programs under
the protection of DRTM. The selected code is denoted as
Piece of Application Logic (PAL). A special emphasis of the

In this section we present our architecture, which provides
the link between applications, their respective sealed credentials, and the secure execution environment. Additionally, it
implements a protection of the sealed states against replay

2.3 Problem Statement
In Flicker, applications are able to operate on their credentials under the hardware-based isolation of late-launch,
since the execution environment is measured and credentials
can be sealed by TPM with explicit binding to this measurement. E.g., the Flicker authors describe in [18] how a PAL
is used in the context of SSH password authentication.
However, the sealing operation binds the state only to the
PAL (and to the device), but not to the application the PAL
belongs to. Although the credentials’ secrecy is preserved at
all times, deployed credentials can easily be misused by other
applications. Any program with access to the right SLB and
the sealed data can mount this attack.
In the same context, the Flicker designers identiﬁed the necessity for replay prevention mechanisms of the sealed state,
and also sketched a solution based on PAL-speciﬁc counters
deployed in the TPM non-volatile memory (NVM). Unfortunately, due to the scarcity of TPM NVM, the proposed
replay protection scheme does not extend beyond 2-3 PALs
per device, so a better scaling solution is needed.
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attacks, suitable for the constrained resources in terms of
secure monotonic counters.

form, and is achieved by means of DRTM in a Flicker session.
Applications, that want to make use of their speciﬁc MTM,
use an access library that is responsible for the communication with the Flicker kernel module and that implements
speciﬁc parts of the TCG Software Stack (TSS) [27], denoted here as μTSS, since the MTM expects its commands
in a speciﬁc format, deﬁned in the MTM and TPM speciﬁcations. The kernel module computes, in addition to the
original Flicker kernel module functionality, the application
ID. This ID is implicitly passed as an argument to the MTM
PAL, where it is used to bind credential execution in an
application-speciﬁc manner.
The MTM makes use of the platform TPM, e.g., as a
randomness source and to read/extend PCR17. In contrast
to the legacy OS and applications, which access the TPM at
locality 0 (or the legacy locality), the MTM will access the
TPM at locality 3.
An MTM consists of an immutable part, the MTM command logic, and a mutable part, the MTM state. In this
architecture, this fact is exploited by splitting the MTM up
into these two parts [6]. Only the mutable MTM state is
bound in an application-speciﬁc manner, while the MTM
functionality is implemented as PAL, bound only to a TD.
The mutable state constitutes one input to the PAL.
As mentioned, the MTM consists of a set of PALs and each
piece implements a certain subset of the MTM logic or the
instantiation of a new, application-speciﬁc MTM. For each
TD, the PALs will share a domain-speciﬁc secret key, only
known to PALs operating in that speciﬁc TD (illustrated
in Figure 2). A special, domain-less PAL is responsible for
bootstrapping the TDs.

3.1 Overview
Our main target is to provide all applications with the possibility to instantiate and execute their own Mobile Trusted
Module (MTM) under the protection of DRTM, using a minimal TCB. The MTM can then be used by applications to
store and to use their credentials in a secure and isolated
manner.
An MTM is essentially an TPM version 1.2 [28]. Key
feature of MTM [25, 26] is the standards-compliant support
for several parallel MTMs and the opportunity to deploy
MTM as software rather than as discrete hardware. The
security properties for such a software MTM are speciﬁed in
form of new trust roots, that must be met by the underlying
platform in order to guarantee the required trustworthiness
and protection of the software MTM.
Many implementations of software-based MTM exist [29,
9, 5]. We re-use an MTM [6], which introduced a softwarebased MTM approach tailored speciﬁcally for secure environments with constrained resources. Even though the MTM
implementation is minimised, it does not ﬁt into a single
Flicker PAL/SLB. To overcome this problem, our architecture supports the notion of Trust Domains (TDs). Each TD
is centred around a Trusted Third Party (TTP), such as an
application vendor or independent party, that establishes its
TD on the platform by means of a bootstrapping procedure.
The TD will allow multiple PALs to share context. Applications/users can select a TTP during the instantiation of
their own MTM, i.e., the device can host several TDs in
parallel.
Figure 1 shows the credential usage by applications. These
leverage their speciﬁc MTM PAL sets to use their credentials
securely in protocols involving a remote party and to store
their credentials securely when they are passive. Moreover,
applications can make use of the attestation functionality of
the TPM to quote the MTM execution in the same manner as described for PALs in Section 2.2, but additionally
including the application ID. In contrast to the platform
TPM, which is shared among all software and users of the
platform, the MTM is application-speciﬁc.
The MTM is implemented in software, in compliance with
the MTM speciﬁcations. This requires strong isolation from
other software and the operating system running on the plat-

3.2 Application Identification
A secure and unambiguous identiﬁcation of the application that initiates a Flicker session is needed. In our architecture, this problem is solved based on IBM Research’s
Integrity Measurement Architecture (IMA) [19].
In a system that implements IMA, all loaded executable
content, e.g., executables, scripts, or dynamically loaded libraries, is measured before execution. The measurements
are stored in an ordered event log inside the kernel. Further,
the measurements are extended into a certain PCR – usually
PCR10 –, thus providing the means to report the platform
state in an integrity-protected manner, based on the event
log and the PCR10 attestation.
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a wrapped RSA storage key. The DigestAtCreation in the
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the hash of the bootstrapping SLB and b) the TTP public
key is able to verify that this key was actually created by
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In order to protect the conﬁdentiality of the previously
generated KCommon , it is sealed with the created TPM key,
once for each individual PAL that should have access to it
(based on the hash-array input). The DigestAtRelease for
the seals are bound to the PCR17 values of the respective
PAL digests, extended by the TTP public key hash. For the
same reason as for the wrapped key, the DigestAtCreation
information of the sealed blobs is set to the PCR17 value at
sealing time.
In order to protect the version information of the MTM
states, the bootstrapping PAL derives from KCommon of the
TD a special key KV ersion , which is used for symmetrically
encrypting the information.
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Figure 3: Establishment of a common key for a set
of PALs in the same Trust Domain

In our architecture, the IMA subsystem and the Flicker
kernel module were patched, such that the Flicker module
is able to compute the ID of processes that initiate a Flicker
session. The kernel module inspects the task structure of
the calling process inside the kernel run-time system for the
inodes of the executable, all memory mapped ﬁles (e.g., dynamically loaded libraries), and conﬁguration ﬁles. It then
requests the measurements for theses ﬁles from IMA via a
new, small API call and computes the aggregate hash of the
returned values in a fashion similar to PCR extension. This
aggregate hash forms the (load-time) application ID and is
implicitly passed as input to the PAL, where it is used to
bind the MTM state to the application. The patches add
solely 14 LoC to IMA and 66 LoC to the Flicker kernel module, respectively.

3.4 Common Key Unsealing
To operate, the MTM PALs require access to the TDspeciﬁc KCommon . For this purpose, the MTM PALs require
certain input parameters. These are a) the wrapped TPM
storage key created by the bootstrapping PAL for the TD
of the application, b) the sealed KCommon for this domain,
and c) a hash of the public key of the TTP of the TD the application executes in. Furthermore, the MTM PALs contain
a hardcoded hash of the bootstrapping PAL, which hence is
also part of their PCR17 value.
In order to unseal KCommon , the MTM PALs proceed as
follows:

3.3 Trust Domain Bootstrapping
The PALs, that belong to the TD of a particular TTP,
share a secret common key, denoted KCommon , set up by the
bootstrapping PAL for each TD. The sealing capabilities of
the TPM and the special role of PCR17 during late-launch
will guarantee the conﬁdentiality, integrity, and authenticity
of this shared key. Only the MTM PALs operating in the
correct TD will have (authenticated) access to KCommon .
The work-ﬂow of the bootstrapping PAL is as follows: It
ﬁrst generates the KCommon – an AES-128 key – for the
new TD. Afterwards, it creates the data structure that holds
the version information of the MTMs, which will operate in
this TD, and it uses KCommon to protect these information.
This procedure is explained in more detail in the subsequent
Section 3.5. It further creates a TPM storage key, that is
used to seal KCommon once for each MTM PAL, that will
operate in the new TD. The encrypted version information,
the storage key, and the seals are returned to the legacy
environment for persistent storage.
The sealing of KCommon is illustrated in Figure 3. The
bootstrap PAL requires as inputs a) an array of hashes, each
identifying an MTM PAL that shall operate in this TD; b)
a signature of this array by the TTP of the domain; c) the
public key of this TTP; and d) optionally a signature of the
TTP public key by the vendor of the PALs.
The bootstrap PAL ﬁrst veriﬁes the hash array signature.
It further (optionally) veriﬁes the authenticity of the TTP
public key based on a signature of this key by the vendor
and a vendor public key hardcoded in the PAL (which is
thus also part of the PCR17 value at this point in time).
Alternative approaches could be based on a secure UI show-

1. PCR17 is extended with the supplied hash of the TTP
public key
2. The PCR17 value of the trusted Setup PAL, operating
in this TD, is computed based on the hardcoded hash
of the same and the hash of the TTP public key
3. If the DaC of the received wrapped TPM storage key
or the received sealed KCommon does not correspond
to the computed PCR17 value of the Setup SLB, then
abort, since the trusted origin of the wrapped key or
seal could not be veriﬁed
4. Unseal KCommon with the supplied TPM storage key.
If the MTM SLB digest and the TTP public key hash
are correct, then the DaR of the seal corresponds to
the current PCR17 value and the unsealing succeeds.
If it fails, one of the input parameters is incorrect or
the MTM SLB was modiﬁed.
After unsealing KCommon , the MTM PAL derives an application-speciﬁc key KApp from KCommon plus the aggregate
application hash provided by the kernel. This derived key
is thus unique for a speciﬁc application in a speciﬁc TD.

3.5 State Integrity and Replay Prevention
For replay-protection, we deploy virtual monotonic counters using a TPM as described in [20]. One counter is main-
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ters that can be created in the TPM NVM, which is on most
contemporary TPMs very scarce. However, the number of
MTMs in each domain is theoretically unlimited.

AES

3.6 MTM State Instantiation
An application that wishes to use an MTM as its credential platform, is required to ﬁrst instantiate an MTM
state that is speciﬁcally bound to the application. The PAL
for the state instantiation assigns a fresh virtual counter to
the new state and increments it by one. Then the instantiation PAL creates a new MTM state for the application
and appends information for its integrity validation. The
state plus its integrity information is then symmetrically
encrypted with the key KState , that is derived from the
application-speciﬁc key KApp together with the new counter
value and counter ID of the state. Thus, the state information is application- and domain-speciﬁcally bound. The
encrypted state and the updated state version information
are returned to the application, which then is able to issue
MTM commands on its speciﬁc MTM state.
In our architecture, the MTM state is created on the user
platform and this prohibits a feasible pre-installation of the
AIK or EK. The required credentials like the AIK can and
are created in the context of the state instantiation. However, in order to be useful, the AIK has to be certiﬁed by a
privacy CA. Normally, the privacy CA veriﬁes the authenticity and the origin of a new AIK by means of the EK. In
absence of such an EK, a new provisioning protocol is required. Such a protocol could leverage the platform’s TPM
EK or, in case of our architecture, also the TPM’s binding
capabilities with respect to the late-launched SLB’s PCR17
value. The provisioning has to take into account that the
AIK is bound to a speciﬁc application on the platform and
this application’s identity has to be part of the certiﬁcation.
For now, our architecture creates a new AIK for each new
MTM state and we refer to future work for the design of a
provisioning protocol of the AIK or the AIK certiﬁcate.
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Figure 4: Derivation of the encryption key for an
MTM state within a particular TD

tained for every instantiated MTM state (application) and
the freshness of the states is veriﬁed based on these counters.
The state version information created by the Setup PAL
consists of virtual counters. The Setup PAL allocates space
in the TPM NVM for a reference counter and saves the space
index in the version information. The TPM_DeﬁneSpace
command, for creating a new NVM space, oﬀers ﬁne grained
access control settings. We restrict read and write operations to the NVM space based on the locality, here locality 3,
and a 20 bytes authorisation value derived from Kversion and
the string “counter”. As Kversion is derived from KCommon ,
the secret authorisation value is TD-speciﬁc.
Figure 4 depicts the details of how the key for decrypting
the mutable MTM state (KState ) is derived and the role of
the virtual counters in this context. First, KV ersion is derived from KCommon and used to decrypt the virtual counters in the state version information for this TD. The maximum counter value is set to 231 , since the most signiﬁcant
bit is used to indicate if the counter is assigned or free. Every instantiated MTM state is tagged with a domain-unique
ID during its instantiation and this ID forms the index to
the virtual counter assigned to this MTM. Both the counter
ID and the corresponding counter value are used with the
application-speciﬁc key KApp to derive the latest key KState
for this application’s MTM state. Hence, KState changes
with each update of the MTM state, thus changes to the
state ﬁle are hidden. This further provides indirect means
to verify the state freshness, because an incorrect counter
ID or value results in an erroneous state decryption.
As proposed in [20], the freshness of the virtual counters
is veriﬁed based on a physical monotonic reference counter,
here based on the TPM NVM and monotonic counter functionality implemented in the PALs. The sum of the virtual
counters and the reference counter are kept synchronised,
and thus, if the sum and the reference counter value correspond to each other, the freshness of the virtual counters
is assured, provided that the virtual counters are integrity
protected.
In this implementation, the maximum number of possible
TDs is limited by the maximum number of reference coun-

3.7 MTM Execution
Any application, that has successfully created its own
MTM state, is able to leverage its MTM to store and use
its credentials. While the MTM state forms the applicationspeciﬁc data, the MTM functionality is implemented in several SLBs. Each such SLB implements a diﬀerent subset
of the MTM commands from the TPM and MTM speciﬁcations. It is the task of an application-side library to load the
correct SLB for the command that shall be executed.
The command execution consists of three major steps: 1)
the decryption and validation of the received MTM state;
2) the MTM operation on this state; 3) the update of the
state version information and the re-encryption of the updated MTM state. In addition, the MTM command will
input any expected input required by the command, and
produce the corresponding result according to speciﬁcation.
The keying needed to access and use the state as well as
operations needed to validate freshness and authenticity of
e.g. KCommon are equivalent to the procedures described in
previous subsections.
As in Flicker, the MTM related input and output parameters as well as the application ID are extended into PCR17
for a remote attestation of this application-speciﬁc MTM
execution.
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4.

SECURITY ANALYSIS
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In this section we provide a security analysis of our architecture. We base the analysis on a deﬁned attacker model
and diﬀerent attack scenarios. We conclude the section with
an argumentation of how our architecture fulﬁls the Roots
of Trust for a software-based MTM.
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4.1 Attacker Model
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For the attacker we assume the same model as in the
Flicker infrastructure and TPM speciﬁcations.
The attacker is able to execute code at the highest system
privilege level, including the SKINIT instruction. Moreover,
the attacker has physical access to the target platform and
is able to perform simple hardware-based attacks.
The primary goal of the attacker is to disclose applications’ credentials. The disclosure of credentials constitutes
a degradation of the security level in comparison to the original Flicker architecture and hence the analysis has to show
that our architecture does not exhibit such a degradation.
The secondary goal is to break the link between the applications and their MTM in order to be able to misuse the protected credentials. The protection of this binding involves
in our architecture parts of the OS and, moreover, our reference implementation does not comprise the security of the
OS, for instance an authenticated boot to ensure boot time
system integrity [1]. However, the analysis will show that
the misuse of credentials is, even in absence of OS security
mechanisms, mitigated.

MTM SLB
Hardcoded
Hash[Setup SLB]

Sealed KCommon
Remote attestation
DaR =
PCR17[MTM SLB || PubKeyTTP]
DaC =
PCR17[Setup SLB || PubKeyTTP]

Remote
Party

Figure 5: PAL trust establishment within the architecture

tected by the remote party during remote attestation, thus
results in a denial of service, but no misuse or disclosure
of credentials. For instance, an exchanged TTP public key
and/or diﬀerent selected MTM SLBs in the hash array cause
a diﬀerent PCR17 value and are hence reﬂected in the remote attestation. The remote party is thus able to detect
untrusted values and abort any protocol run, invalidating
all credentials in this untrusted domain.
The Setup and MTM SLBs are stored on persistent storage and thus accessible by the attacker. Modiﬁcations of
the SLBs are, however, detected and result in a termination
of the MTM operation. A modiﬁed Setup SLB has a diﬀerent PCR17 value and hence generates a DigestAtCreation
(DaC) value in the wrapped storage key and the seal, that is
diﬀerent from the trusted one, which is hardcoded into the
MTM SLBs. Thus, the MTM SLBs are able to detect the
modiﬁcation to the Setup PAL and abort their operation.
Similarly, modiﬁcations to the MTM SLBs result in a termination, because the PCR17 value of a modiﬁed MTM SLB
is diﬀerent from the value used during the setup. Thus, the
DigestAtRelease (DaR) of the sealed common key prevents
the TPM from unsealing the common key.
Software-based attacks could target the operating systems
parts, involved in our architecture, or the applications, which
make use of a late-launched MTM. Attack software might
compromise the Flicker kernel module, the IMA subsystem,
or the process management of the kernel in such a way, that
the computed application ID is incorrect and the link between applications and their MTM is broken. In this scenario, our architecture provides the same security level as
the original Flicker architecture. However, in contrast to
Flicker, our architecture forces the attacker to mount sophisticated attacks. In conjunction with integrity protecting
mechanisms for the OS, this kind of attacks could be further
mitigated (e.g., only possible at run-time) or completely prevented.
Furthermore, the attacker could target the applications
on the system. If the application is compromised before it
creates its own MTM, the liability lies at the remote veriﬁer to detect modiﬁed applications and abort. However,
attacks at run-time remain undetected. The fundamental
issue is the time-of-measurement-time-of-use problem. IMA
measures the executables and libraries at load-time. Thus,
if malware compromises a running process, this modiﬁcation
is not reﬂected in the measurement value. Such a compro-

4.2 Attack scenarios
In the following, we analyse attacks against our architecture, that might disclose or misuse applications’ credentials.
MTM state replay attacks are considered separately in Section 4.3.
The MTM PAL execution is inherently from the DRTM
design resistant against software-based and against simple
hardware-based attacks, such as malicious DMA devices or
hardware debuggers. As explained in Section 2.1, late-launch
disables all hardware debugging features, preventing an attacker from disclosing secrets with a hardware debugger.
Moreover, it disables DMA access to the SLB region and
ensures that no other software executes in parallel or concurrently.
The bus, that connects the chipset with the TPM, is slow
enough to allow an attacker to eavesdrop on the TPM I/O
with commodity, low-cost equipment. To counteract this
attack, it is possible to establish a secure channel between
the PAL and the TPM, called the transport session in the
TCG speciﬁcations.
Hardware-based attacks, that target the applications or
OS on the platform, can reveal secret information kept in
memory. In our architecture we prevent this type of attacks
by not storing sensitive information in the application, but
rather keeping it inside the application-speciﬁc MTM. Thus,
the sensitive information is protected at run-time by the
security capabilities of DRTM and at passive time by the
sealed storage capabilities of the TPM.
In our architecture, the trust among the MTM PALs is
established by means of the TPM and DRTM capabilities.
Figure 5 illustrates how these capabilities are applied in our
architecture in order to resist attacks, which are based on
modiﬁed PALs or input.
Any modiﬁcation of the input to the Setup PAL is de-
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SLB
Setup
State instantiation
MTM SLBs

mised application is nevertheless still able to use its speciﬁc
MTM. Although the compromised application can misuse
its credentials, it is, nevertheless, not able to disclose them.

4.3 MTM state replay attacks

x̄ (ms)
31649.48
5893.63
4218.69

σ (ms)
22641.21
1163.15
3.7

Table 2: Mean SLB run-times and their standard
deviation (10 measurements, excluding MTM command execution time)

The architectural design of the replay prevention is explained in detail in Section 3.5. The key KV ersion is used
to protect the virtual counters for the MTM states. The
integrity of the counters is assured based on a monotonic
TPM NVM based reference counter and the encryption of
the version information. The virtual counter ID and value,
which are assigned to an MTM state, are used to derive the
encryption key KState for this particular state.
As a consequence, any modiﬁcations to the MTM state ﬁle
or the encrypted virtual counter data structure, both stored
on persistent storage, result in failed integrity checks of the
MTM state and the termination of the MTM operation.
Manipulations of the reference counter, implemented in
the TPM non-volatile memory, are prevented by the TPM’s
design and the properties of the virtual counter protection,
that is implemented in our architecture. Write access to
the NVM space requires the correct authentication value
KCounter , which is derived from KV ersion . An attacker
could try to acquire KCounter either indirectly through cryptanalysis of the AES-128 encrypted virtual counters or directly through a brute-force attack against the authentication value of the TPM NVM space. The former is prevented
by the cryptographic properties of the AES-128 implementation and the latter is prevented by the TPM’s “anti-hammering” methods, which are speciﬁcally designed to block
brute-force attacks against TPM authentication values.

and in our architecture this code is implemented in the MTM
PALs and is hence protected by the RTE.

5. IMPLEMENTATION
Our implementation was tested on a Dell PowerEdge T105
with a Quad-Core AMD Opteron 1356 CPU (2,1 GHz) and
an ST Microelectronics ST19NP18 TPMv1.2 chip. Both machines run Ubuntu Linux 9.04 with a vanilla kernel version
2.6.33, whose IMA subsystem has been modiﬁed for the architecture in this paper.

5.1 Size figures
The main programming language used for the implementation is ANSI C99. The only component, which is not written in ANSI C99, but Assembly x86 code, is the SLB core
library provided by Flicker.
We used the open-source SLOCCount1 tool for the measurement of the lines of code.
Table 1 presents the sizes in lines of code of the particular
components of the PALs in our architecture. The size for
the MTM applies to a monolithic implementation and thus
constitutes the lines of code that are distributed among the
MTM PALs. In our implementation exist three MTM PALs,
each containing approximately one third of the monolithic
implementation. The mandatory software TCB in Flicker is
the SLB Core with 223 lines of code, to which we add in our
architecture the other components.

4.4 MTM Roots of Trust
To conclude the security analysis, we analyse how our architecture meets the required Roots of Trust for a secure
implementation of a software-based MTM.
Root of Trust for Enforcement (RTE): The RTE is
the RT responsible for constructing all other roots, which
are composed of allocated resources. It must consist of dedicated resources and be supplied with an EK and/or AIK.
The dedicated resources in our architecture are DRTM and
the platform’s TPM, which provides the EK and AIK.
Root of Trust for Storage (RTS): The RTS provides
the PCRs and protected storage for the MTM. It is established by means of a device secret. In our architecture, the
RTS is constructed by the RTE. The MTM state implements
the PCRs of the MTM. The protected storage is provided
by KCommon and the keys derived from it, which are only
accessible to the legitimate PALs.
Root of Trust for Reporting (RTR): The RTR reports the measurements stored by the RTS. Further, it holds
the secrets required for attestation. The keys of the MTM
and the measurements are stored inside the MTM state and
thus they are protected by the RTS. The attestation functionality constitutes of some immutable or protected code.
In our architecture, this code is implemented in the MTM
PALs and thus authenticated plus integrity protected by the
RTE.
Root of Trust for Verification (RTV): The RTV
is responsible for checking measurements against Remote
Integrity Metrics and extending the integrity metrics into
PCRs. Some immutable or protected code forms the RTV

5.2 Performance
The mean run-times and the corresponding standard deviations of the SLBs in our architecture are listed in Table 2.
The measurements were computed based on the time stamp
counter of the CPU. MTM command execution time is excluded from the measurements, because it greatly depends
on the kind of command, that is executed. The upper bound,
however, is approximately the RSA-1024 private key generation time, which is required for the creation of a wrapped
key by the software-based MTM.
Further, it should be noted that these measured performances are too fast, since the TPM on our test machine
measures SLBs incorrectly over a length of 0 bytes. SKINIT
yields therefore a mean execution time of 0.003 ms. The
estimated performance beneﬁt of the faulty execution, compared to the correct one, is approximately 133.35 ms, if we
assume an SLB size of 48kB and a linear duration increase
in Table 2 of [18].
A critical factor for the maximum run-time of a Flicker
session are the disabled interrupts during the session. The
SLB execution suspends the legacy OS and unhandled interrupts may cause a system crash during resumption. In
our Linux setup, the network card driver in Linux froze the
1
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Component
SLB Corea
TPM Driverb
TPM Commandsb
Key chain
Version management
State management
MTMc
Crypto
Utilities

Description
Environment initialisation, memory protection, ring 3 switch, clean up, resume
OS
Small TDDL(I) for communication with the platform’s TPM
Required TPM commands
Verifying the wrapped storage key and sealed KCommon , deriving the keys
Virtual counter management and verification, derive counter authorisation
MTM state instantiation, state integrity and confidentiality
Monolithic MTM implementation
Cryptographic primitives
Standard library functions, parameter I/O

LoC
223
226
703
464
148
114
3790
4775
228

Table 1: The size in lines of code that each component of the MTM and Setup PALs adds( a provided by
Flicker; b provided by Flicker, but modified/extended; c available from [6], but adapted/extended)
Command
TPM_CreateWrapKey
TPM_LoadKey12
TPM_GetPubKey
TPM_Seal
TPM_Unseal
TPM_FlushSpecific
TPM_ReadPcr
TPM_Extend
TPM_NV_DefineSpace
TPM_NV_ReadValueAuth
TPM_NV_WriteValueAuth
TPM_OIAP
TPM_OSAP
TPM_GetRandom (20 bytes)

x̄ (ms)
27864.63
2616.50
89.84
282.38
954.39
42.01
18.24
24.62
192.03
18.14
83.25
18.06
36.06
36.16

σ (ms)
21305.600
0.609
1.417
0.684
0.576
0.370
0.435
0.494
0.699
0.436
1.770
0.126
0.076
1.453

Function
SHA1 of 2048 Bytes
HMAC-SHA1 of 2048 Bytes
RSA-1024 private key generation
RSA-1024 public key generation
RSAES-PKCS1-v1_5 (1024 bits)
Encryption of 64 Bytes
RSAES-PKCS1-v1_5 (1024 bits)
Decryption of 64 Bytes
RSASS-PKCS1-v1_5 (1024 bits)
Signing of 64 Bytes
RSASS-PKCS1-v1_5 (1024 bits)
Verification of 64 Bytes
AES-128 CBC Mode Encryption
of 2320 Bytes
AES-128 CBC Mode Decryption
of 2320 Bytes

Table 3: Mean performance and standard deviation
in milliseconds of the required TPM Commands to
the platform TPM (50 measurements)

x̄ (ms)
0.06
0.06
1650.59
0.02
2.04

σ (ms)
0.003
0.003
1354.522
0.001
0.01

47.60

0.494

47.47

0.544

2.04

0.008

0.23

0.004

0.23

0.003

Table 4: Mean performance and standard deviation
in milliseconds of the included cryptographic library
functions (50 measurements)

system on resumption with Flicker sessions longer than 8
seconds, and e.g. the Setup PAL (that generates an RSA
key) had to be run with the network cable unplugged.
Table 3 lists the mean execution times and their standard deviation for the required TPM commands in our architecture. The measurements have been taken with the
gettimeofday command inside a small benchmark program
in the legacy OS on our test machine.
Most of the TPM commands are very fast and also constant in their performance. Exceptions are the commands
involving private key operations, like unsealing, key-loading,
or especially the wrapped key creation. The latter one is
not only extremely inconstant, but also exhibits a very high
mean execution time.
Table 4 lists the mean execution times and the corresponding standard deviation of the cryptographic primitives in
our crypto library. The measurements were taken with the
gettimeofday command inside a benchmark program running in legacy OS, an upper bound for the speed when run
under DRTM. The cryptographic primitives execute on one
CPU with 2.1 GHz clock rate and perform therefore very
fast and with negligible deviations. The only exceptions are,
similar to the TPM commands, the functions involving private key operations.
In comparison, the TPM commands execute slower than
our crypto library and form the bottleneck for the execution
time of our MTM PALs. Tests have shown, that the unsealing of KCommon , which involves the loading of the TPM
storage key and the TPM unsealing operation, account for
approximately 90% of the run-time of each MTM PAL.

6. RELATED WORK
In this section diﬀerent approaches for securely storing
and executing credentials are presented.
One solution is a hardware-secured credential repository,
which is based on the MyProxy network proxy [16], and
designed for usage inside a grid. In this setup, the users’
long-term credentials are stored remotely and are secured by
a security co-processor on the remote machine. After user
authentication, short-term credentials are derived from the
long-term credentials for authentication in the grid. These
repository systems are of course user-centric, and do not
store or execute the credentials in an application-speciﬁc
manner.
Another approach for credential storage and use is the
On-board Credentials (ObC) by Nokia Research Center, Finland [15], an open design where anyone is allowed to design
and deploy their own credential mechanism without the compulsory involvement or approval of the device manufacturer
or a TTP. ObC can be deployed on top of DRTM and is
thus, from a functional point of view, a suitable option as
credential platform in our architecture. However, ObC does
not provide standardised interfaces for applications at the
same level as MTM.
In general, a microkernel or hypervisor based approach
has been adopted by several projects in order to provide a
higher level of security through isolated, protected execution
environments and a minimal, simpler TCB [8, 3, 24]. One
solution, that speciﬁcally targets the security of users’ cre-
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by user supplied passwords. Moreover, the credentials are
then bound in an application- and user-speciﬁc manner and
thus facilitate usage on multi-user systems. The prerequisites for secure user I/O are a trusted channel and a trusted
path between the user and the secure environment.
A further open issue for the application identiﬁcation relates to applications consisting of interpreted scripts. The
kernel’s process management does not provide information
about script ﬁles that are interpreted, but solely the interpreter. Since the script ﬁle obviously forms the application,
it has to be part of the application ID. Thus, the current
application ID for scripts is incomplete.
In terms of applicability, the application identiﬁcation ideally is based on some more ﬂexible mechanism than a hash
measurement, which prohibits easy updates of applications
and libraries without losing the bound credentials.

dentials is the TruWallet architecture presented in [7]. It is
based on the secure execution environment, provided by an
underlying security microkernel, to implement a compartmentalised wallet application.
Although hypervisors and microkernels are substantially
smaller than commodity OSes and thus in the size range
for formal veriﬁcation, the assumption of a formally veriﬁed hypervisor/microkernel is at this time only conditionally
valid. The currently most famous example for a formally
veriﬁed microkernel is seL4, which has approximately 7500
LoC [14]. The veriﬁcation implies the fulﬁlment of critical
security properties, but the actual goal of the veriﬁcation is
to prove functional correctness and not the security. Thus,
certain security-relevant properties, such as covert channels,
have not be formally validated in this contexts. Moreover,
the proof does not cover the x86 architecture.
The major chip vendors have also improved their hardware support for virtualisation and platform security. This
includes Intel’s VT/TXT [11] or AMD’s AMD-V/SVM [2],
which are adopted by projects like Xen or VMWare. Recent research projects that make speciﬁc use of the improved
HW features include the SecVisor and TrustVisor project by
CMU [22, 17]. The SecVisor is an architecture that implements a tiny hypervisor (about 1100 LoC) that uses the
CPU supported memory virtualisation capabilities for isolating the memory region of a commodity OS kernel from
the rest of the platform software. The TrustVisor architecture [17] settles in the middle-ground between Flicker
and a full-ﬂedged hypervisor regarding the TCB perimeter.
TrustVisor (about 6300 LoC) adopts the Flicker concept of
PALs and provides applications with the possibility to register their PALs at the TrustVisor. The PALs then execute in
total isolation from the rest of the system’s software and malicious DMA-capable peripherals. The isolation is enforced
by CPU virtualisation features. In addition, each PAL can
be attested remotely, based on a DRTM measurement of the
TrustVisor, extended with the PAL measurement. Moreover,
the TrustVisor provides each PAL with it’s own software
TPM. The main motivation for the TrustVisor, is to avoid
the performance penalty of Flicker, that has to be accepted
in order to achieve the extremely minimal TCB.
Further, it has been shown, that compartmentalised applications under a hypervisor are also suitable to implement
platforms like MTM [29, 9, 21]. Such compartments are
also easy to measure, enabling advanced security features,
as shown by, e.g., TruWallet. However, the essential prerequisite is the integrity of a trusted hypervisor/microkernel
at all time. Contemporary research investigating this issue
are, for instance, [12, 4, 23]. In contrast, compromised software at the highest system privilege level in a Flicker based
architecture can not jeopardise the secrecy of applications’
credentials. Also, as long as full compartmentalisation of applications is not used, none of these above mentioned architectures, with the exception of TrustVisor, explicitly address
application-binding as a requirement.

7.

8. CONCLUSIONS
In this paper, we presented our solution for an architecture that provides application-speciﬁc credentials, deployed
by means of TCG DRTM, and employed the Flicker architecture as the main building block for our reference implementation.
We combined a minimal TCB with a standardised credential platform and deployed this in an application-speciﬁc
manner with no degradation of the security level provided
by the underlying security architecture.
The concept of Trust Domains emerged as a reusable design pattern for late-launched credential platforms.
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